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Abstract-In this paper, we propose a method to recognize 
Sudoku puzzles containing both handwritten and printed digits 
from images taken with a mobile camera. The grid and the digits 
are detected using various image processing techniques including 
Hough Transform and Contour Detection. A Convolutional Deep 
Belief Network is then used to extract high-level features from 
raw pixels. The features are finally classified using a Support 
Vector Machine. One of the scientific question addressed here 
is about the capability of the Deep Belief Network to learn 
extracting features on mixed inputs, printed and handwritten. 
The system is thoroughly tested on a set of 200 Sudoku images 
captured with smartphone cameras under varying conditions, e.g. 
distortion and shadows. The system shows promising results with 
92 % of the cells correctly classified. When cell detection errors 
are not taken into account, the cell recognition accuracy increases 
to 97.7%. Interestingly, the Deep Belief Network is able to handle 
the complex conditions often present on images taken with phone 
cameras and the complexity of mixed printed and handwritten 
digits. 
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I. INTRODUCTION 

Deep Learning solutions have proved very successful on 
scanner-based digit recognition [1], [2]. They have also shown 
good capability to handle complex inputs such as object 
recognition [2]. The scientific question that we are trying to 
address in this research is whether such deep learning systems 
are able to handle mixed contents, for example recognizing 
both handwritten and printed inputs without separating them 
in two distinct problems. 

In a previous work, we addressed the problem of recogniz­
ing Sudoku puzzles from newspaper pictures taken with digital 
camera such as the ones embedded in our smartphones [3]. 
The Sudoku puzzle is a famous Japanese game. It is a logic, 
number-based puzzle. This paper focuses on the standard 
Sudoku, played on a 9 x 9 grid. Each cell can either be 
empty or contain a digit from 1 to 9. The game begins 
with a partially filled grid and the goal is to fill every row, 
column and sub 3 x 3 square with numbers, so that each 
number is present only once. Our previous work was based on 
recognizing initial partially-filled Sudoku, i.e. containing only 
the printed digits. In this work, we focus on filled Sudoku, 
containing both handwritten and printed digits. To generate a 
significant number of Sudoku images, we actually synthesized 
filled Sudoku images by injecting MNIST digits into the empty 
cells of the partially-filled Sudoku images. Figure 1 shows an 
example taken from our dataset. The dataset is made available 
online for the scientific community. 
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Fig. 1: Image of a Sudoku puzzle from our dataset 

In this work, we propose a system which is composed 
of two parts. In the first part, a set of image processing 
algorithms including Hough transform and contour detection 
is used to detect the Sudoku grid and the precise position of 
each digit inside the grid. In the second part, the isolated digits 
are recognized using a Convolutional Deep Belief Network 
(CDBN) and a Support Vector Machine (SVM). Printed and 
handwritten digits are not distinguished during this process 
which makes the task, to the best of our knowledge, rather 
novel. 

The rest of this paper is organized as follows. Section II 
analyzes the previous work achieved in the different fields 
covered by this research. Section III presents the dataset used 
to validate the proposed solution. Section IV briefly describes 
the algorithm used to detect the grid and the digits. Section V 
presents the architecture used to extract features from the 
digits. Section VI discusses the overall results of the system. 
Finally, Section VII concludes this research and presents some 
ideas for further improvements of the solution. 
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II. RELATED WORK 

A. Sudoku image recognition 

In 2012, A. Van Horn proposed a system to recognize and 
solve Sudoku puzzles [4], also based on Hough Transform. 
The four corners of the Sudoku are detected based on the 
intersections of the detected lines. The digits are then centered 
in their cells and passed to an Artificial Neural Network 
(ANN). From each digit image, 100 features are computed. 
Blank cells are also classified by the ANN and not detected a 
priori. The system was tested on a rather small set of images. 

Simha et al. presented another Sudoku recognition system 
in 2012 [5]. Adaptive thresholding is applied and components 
connected to the borders are removed to reduce noise and 
improve the later character recognition steps. By using another 
Connected Components algorithm, the largest component area 
is identified as the grid. Digits inside the grid are then located 
by labeling the connected components. After that, a virtual 
grid is computed based on the enclosing box of the grid and 
each detected digit is assigned to a cell. Finally, the digits are 
classified using a simple template matching strategy. 

None of these methods were thoroughly tested on a well 
defined dataset. For this reason, we gathered and published our 
dataset to ensure reproducible results. Moreover, to the best of 
our knowledge, no research has been attempted on classifying 
Sudoku with mixed printed and handwritten digits. 

B. Camera-based OCR 

Text detection and recognition in images acquired from 
scanners have been studied for a long time with very efficient 
solutions proposed [6]. On the other hand, camera-based com­
puter vision problems remain challenging for several reasons. 
While scanners generally produce similar results, cameras are 
of various qualities and two cameras may produce different 
pictures for the same scene. Focus in such devices is rarely 
perfect and optical zoom is often of poor quality. Pictures 
are often taken with varying light conditions either natural or 
artificial and presents shadows and gradient of illumination. 
While text in a scanner is generally well aligned, images taken 
with a camera are more likely to be rotated or skewed. 

When considering pictures taken from newspaper, several 
other sources of variability have to be taken into considera­
tion. A newspaper page is rarely completely flat, resulting in 
distorted images. The font styles and sizes used by different 
newspapers can also differ. Moreover, the surroundings of the 
object of interest can be of different nature due to the layout 
strategy (images, text, margins, . . .  ). 

In 2005, Liang et al. published a complete survey of 
Camera-based analysis of text and documents [7]. The various 
challenges of this problem are studied in details. The standard 
steps of image processing (text localization, normalization, 
enhancement and binarization) are analyzed and different 
solutions are compared. Although there are many solutions, 
they show that many problems remain open. In 2013, Jain et al. 
thoroughly explored the different challenges arisen by Mobile 
Based OCR [8]. The solutions adopted by standard systems to 
overcome these challenges are analyzed and compared. They 
focus on the processing steps allowing later traditional feature 
extraction and recognition techniques to work as usual. They 

pk (Pooling Layer) 

Hk (Detection Layer) 

V (Visible Layer) 

Fig. 2: Convolutional RBM with max pooling 

have shown that even if solutions are getting better, there is 
still room for improvement. 

C. Convolutional DBN 

Deep Belief Network (DBN) were first introduced by G. 
Hinton and R. Salakhutdinov in 2006 [9]. It is a novel way 
of training deep neural network efficiently and effectively. A 
DBN is a deep neural network composed of several layers 
of hidden units. There are connections between the layers, 
but not between units of the same layer. DBNs are typically 
implemented as a composition of simple networks, generally 
Restricted Boltzmann Machine (RBM). Using RBMs for each 
layer leads to a fast, unsupervised, layer by layer, training 
method. For that, Contrastive Divergence is applied to each 
layer in turn. RBMs and DBNs can then be used to learn a fea­
ture extractor in a data-driven way on a given set of observation 
data. This is an important property that removes the burden of 
finding and tuning hand-crafted feature extraction algorithms. 
To then turn the network into a classifier, fine-tuning strategy 
can be applied to the whole network to finalize the training [1]. 
This is comparable to the backpropagation algorithms used to 
optimize a standard neural network. 

In 2009, Lee et al. presented their Convolutional Deep 
Belief Network (CDBN) [2]. This solution allows to scale the 
network up to handle larger image sizes. Moreover, the learned 
features are usually more robust to scaling variabilities and the 
convolution brings translation invariance to the DBN. They 
demonstrated excellent performance on visual recognition 
tasks. The authors also introduced the notion of Probabilistic 
Max Pooling leading to probabilistic networks such as Convo­
lutional Restricted Boltzmann Machine (CRBM). Moreover, 
their network achieved state of the art performances on the 
MNIST dataset and showed excellent results in learning deep 
features for object recognition. Figure 2 shows an example of 
such a CRBM with Probabilistic Max Pooling. Krizhevsky [10] 
developed a fine-tuned CDBN for the task of object recognition 
with special capped Rectified Linear Unit (ReLU) in the hidden 
layer and an alternative model for the biases. 

Since their discovery, Deep Belief Networks and Deep Ar-
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chitectures in general have been used in several domains (Face 
Recognition, Reinforcement Learning, Handwritten Characters 
Recognition, etc.). They have proved very successful, often 
achieving state of the art results. 

III. DATASET 

We gathered and compiled the Sudoku Recognition Dataset 
(SRD) that we used to thoroughly test the proposed approach. 
This dataset is freely available online I . To release a signif­
icant number of filled Sudoku images, the dataset has been 
mostly synthesized using handwritten digits from the MNIST 
dataset. Randomly selected MNIST digits were automatically 
integrated in the empty cells of the Sudoku puzzles, using 
the ground truth information about the location of filled and 
empty cells. The procedure involved resizing and centering the 
digits in the cell, using transparency to keep parts of the initial 
artefacts of the grid and filtering to obtain realistic results. 

The dataset contains 200 Sudoku images, taken from 
various cell phones and from different Swiss newspapers. 
The dataset is separated in a training set of 160 images and 
40 images for testing. The images have been taken with 11 
different phones. The images are coming from old phones 
(three years old) and modern smartphones (less than one year 
old). The pictures are generally centered on the Sudoku, but 
include text, images and sometimes even other partial Sudoku 
puzzles. The conditions of the images vary greatly from one to 
another, for example showing blurred parts, shadows, illumi­
nation gradients etc. Several images were taken on newspaper 
pages that were not perfectly flat, resulting in distorted puzzles. 

IV. PREPROCESSING 

The digit detection step follows the approach of our pre­
vious work [3]. The detection procedure had to be tuned in 
order to handle handwritten digits with thinner strokes and the 
fact that there are no empty cells. The detection steps are: 

1) Edges of the binary image are detected using the 
Canny algorithm [11]. Segments of lines are then 
detected using a Progressive Probabilistic Hough 
Transform [12]. The Hough transform is a standard 
computer vision technique designed to detect lines. 
The probabilistic version of this algorithm detects 
segments rather than complete lines. 

2) The Hough algorithm detects many segments on the 
same line. Therefore, a simple Connected Compo­
nent Analysis [13] is performed to cluster segments 
together and find the group that is the most likely to 
form a Sudoku. 

3) If the cluster and its segments are correctly detected, 
there will be 100 intersections between its segments 
and these points will be taken as forming the grid. 
Otherwise, a Contour Detection algorithm [14] is 
used to find the largest contour inside the image. In 
which case, the outer points of the contour are con­
sidered. A quadrilateral computed from these outer 
points is then considered as the final Sudoku grid. 

4) Once all the cells have been properly detected, the 
digits are isolated using another Contour Detection 
to find the best enclosing rectangle of the digit. 

I https:llgithub.comlwichtounet/sudoku_dataset 

Since the feature extractor expects equally-sized squares, 
the final rectangle is enlarged to a square and resized to 32 x 32. 
More information on these steps is available in [3]. 

V. FEATURE EXTRACTION 

Features are extracted from the Sudoku puzzles using a 
Convolutional DBN that is trained in an unsupervised manner. 

A. Convolutional RBM 

A Convolutional RBM (CRBM) with Probabilistic Max 
Pooling is made of three layers. The input layer is made of 
Nv x Nv binary units (Vi,j)' There are K groups (or "bases") 
in the hidden layer and each group is an array of N H x N H 
binary units (hi,j). There are K convolutional filters (Wi�j) 
of shape Nw x Nw (Nw � Nv - NH + 1), connecting the 
layers together. The filter weights are shared by all hidden 
units of a group. There is a bias bk for each hidden group 
and every visible unit share a single bias c. The pooling layer 
has K groups of binary units, each group of size N p x N p. 
Pooling shrinks the hidden representation by a C, usually small 
(Np � NH/C), 

Sampling each unit can be done as follows: 

K 

P(Vi,j = Ilh) = a-(c+ 2:)W k 
*J hk)i,j) (1) 

k 
Eo. � (i, j) : hi,jbelongs to block a (2) 
k !o. � k J(hi,j) = bk + (W *v V)i,j (3) 

exp(J(hk )) 
P(hk. = Ilv) = 

tJ (4) t,J 1 + Li',j'E/3a exp(I(h7-,j')) 
k 1 P(p = Olv) = (5) 0. 1 + Li',j'E/3a exp(I(h7-,j')) 

This results in a network with the given energy function: 

k i,j i,j 
(6) 

This network can be trained with standard Contrastive Di­
vergence with the weight gradients obtained using convolution. 

B. Feature Extraction 

A Convolutional DBN (CDBN) is used to extract higher­
level features from the digits. The input of the CDBN is a 
32 x 32 grayscale image (Nv = 32). Different experiments 
have been run to compare the accuracy with binary, grayscale 
and RGB inputs. Binary inputs were leading to decreased 
performance in comparison with grayscale and RGB which 
performed equally well. Considering this, grayscale images 
have been used. 

Our CDBN has two layers, each being a CRBM with 
Probabilistic Max Pooling. The first layer uses Gaussian visible 
units and binary hidden units and has 40 bases of 11 x 11 pixels 
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TABLE I: Training parameters for each layer of the CDBN 

Sparsity Target 
0.08 
0.06 

(K = 40, NH = 11). The second layer uses binary visible and 
hidden units and has 40 bases of size 6 x 6 (K = 40, N H = 6). 
The pooling ratio C is set to 2 in both layers. Both CRBM 
have been trained in an unsupervised manner using Contrastive 
Divergence (CD), for 100 epochs. Although several steps of 
CD may improve the features learned by the network, one step 
is generally enough [15]. Momentum and weight decay were 
applied on the CD updates on weights and biases. 

A CDBN model is highly overcomplete, i.e. the size of 
the output representation is larger than the size of its input. 
With a small convolutional filter, the model is overcomplete 
roughly by a factor of K since the first layer contains K 
bases, each roughly the size of the input image. In practice, 
overcomplete models have the risk of learning trivial solutions, 
such as pixel detectors. The most common solution to this 
problem is to enforce the output representation to be sparse in 
that for a given stimulus in the input, only a small fraction of 
the output is activated. The proposed system follows Lee at 
al. regularization method [16]. The following update (applied 
before weight updates) has been used during training: 

�bsparsity 
= _ � '" P(hk . = 11 ) k P N2 � t,J V 

h . . t,J 
(7) 

Where p is the target sparsity. This update is applied to 
the visible biases with a specific learning rate. The sparsity 
learning rate has to be chosen so that the target sparsity 
is reached while still allowing the reconstruction error to 
diminish over the epochs. Table I synthesizes the parameters 
used for training. 

VI. CLASSIFICATION RESULTS 

A multiclass Support Vector Machine (SVM) [17] classifier 
with a Radial Basis Function (RBF) kernel has been used for 
classification. The parameters of the kernel (C,,),) have been 
selected using a grid search with cross-validation. The input 
feature vectors are computed by concatenating the activation 
probabilities of the first and second pooling layers. 

The classifier is trained on the training set (160 images, 
12960 digits) and tested on the test set (40 images, 3240 
digits). The overall digit recognition rate, mixing handwritten 
and printed inputs, is 91.98%. This results shows that the 
task remains difficult but with an interesting capability of the 
system to cope with mixed input natures. The Sudoku "grid­
level" accuracy is 62.5%, i.e. 25 of the 40 grids have the 81 
digit inputs perfectly recognized. 

Some parameters can be tuned independently of each 
others, such as weight decay and momentum. However, some 
parameters need to be considered together, such as the learning 
rate of the gradients and the target sparsity. It is important to 

2Momentum is increased after 10 epochs 

(a) sparsity_target = 0.08 (b) sparsity_target = 0.10 

Fig. 3: Weights learned by the first layer using different 
sparsity target. Both networks were trained for the same 
number of epochs and only the sparsity target changed. 

enforce sparsity in order to learn high-level features, without 
being detrimental to the accuracy of these features. While an 
higher learning rate may speed up the training, it may be 
decreasing the quality of the features learned. On the contrary, 
a too small learning rate may never converge to an acceptable 
solution. Moreover the sparsity target must also be considered 
alongside the number of hidden units and the number of 
bases. Generally, the parameters of one layer of the CDBN 
can be tuned independently of other layers. SVM parameters 
are highly dependent on the features learned by the CDBN 
and must be tuned again after each change of the CDBN 
parameters. Figure 3 shows that a slight change in sparsity 
may lead to entirely different filters. 

The errors mostly come from two causes. First, many 
misclassifications are caused by imperfect detection of the 
digit, leading to only a small part of the digit to be detected or 
a large part of the background being included. Secondly, some 
images are too blurry or have significant noise which hinders 
the accuracy of the classifier if it was not trained on images 
exhibiting similar conditions. 

The classifier is trained and tested on digits that were 
detected by the digit detector (see Section IV) and these results 
are not always perfect. Sometimes, parts of the Sudoku grids 
are detected alongside the digits. Moreover, several images 
are very noisy. For these reasons, performance of the system 
were also evaluated using a perfect digit detector. This detector 
could be easily built relying on the ground-truth meta-data of 
the grids. The performance at the digit level is then increased 
to 97.72% (error rate of 2.28%) and the grid-level accuracy 
goes up to 80%. In this case, two types of error remain. First, 
classification errors between visually similar digits such as 
1 and 7. Secondly, classification errors likely induced by a 
lack of genericity in the learned features or overfitting during 
training. About 70% of the errors are found on handwritten 
digits that have higher inherent variability. These results cannot 
be directly compared to the state of the digit recognition 
results. Indeed, digit database have more samples and much 
less variations. For instance, MNIST digits are perfectly cen­
tered and binarized. Moreover, these recognition results are 
depending on the quality of all the previous passes. 
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VII. CONCLUSION AND FUTURE WORK 

We designed and implemented a complete solution to 
detect and recognize a Sudoku grids containing both printed 
and handwritten digits. The grid and cell detection part is 
using various image processing techniques including Rough 
Transform and Contour Detection. The recognition part is 
based on a feature-driven CDBN trained in a unsupervised 
way on mixed printed and handwritten inputs, and on a SVM 
classifier. While improvements can certainly be brought to 
the detection part, the overall system is offering good overall 
performance in spite of the difficulties inherent to camera­
based inputs including variabilities of illumination, autofocus 
artefacts (blurred parts), skewed and rotated inputs. An inter­
esting result is in the capability of CDBN to handle mixed 
inputs and extract relevant features on both handwritten and 
printed inputs. A result of our work is also in the dataset of 200 
images of Sudoku puzzles, containing both unfilled and filled 
grids that we made available for the community to perform 
their own experiments. 

While our system gives promising results, we foresee 
several extensions for this work: 

• The detection part could be improved, either tuning 
further the front-end algorithms, either applying also 
a data-driven method. In this last direction, a CDBN 
coupled to a scaling sliding window detection system 
could probably be used to detect digits in the news­
paper pictures. This method would be more generic 
than our detection system (or at least requiring less 
hand-tuning) and may improve our results. 

• Overfitting could remain a problem in our case. More 
care should be put in ensuring that the weights of the 
CRBMs are not too tightly coupled to the training set. 
Generating more training examples could help limit 
overfitting. 

• The SVM training system is rather slow and requires 
also a good deal of tuning. We believe that using fine­
tuning on the Convolutional DBN would be faster 
and may lead to better results. For this to work, it 
would be necessary to develop a variant of Stochastic 
Gradient Descent (SGD) or Conjugate Gradient (CG) 
for CDBNs [18]. 

• There are several variations of training methods for 
CDBN and CRBM, while only CD was considered 
in this work. Other CDBN training procedures could 
be used to compare them and possibly improve the 
current results. 
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IMP LEMENTATION 

The C++ implementations of our recognizer3 and our 
CDBN library4 are freely available on-line. 

3 https:/ 1 gi thub. com!wichtounet/sudokuJecognizer/tree/paper _ v2 
4https:llgithub.com!wichtounet/dbn 
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